Chapter 14
questions

 1.
Why is it difficult to use operational databases for management decision making?

 Ans: Operational databases support the daily functions of an organization so they are developed without regard for the information needs of tactical and strategic decision making. Lower-level management can obtain exception and problem reports directly from operational databases. However, much value must be added to leverage the operational databases for middle and upper management.

2.
How must operational databases be transformed for management decision making?

Ans: An operational database must be cleaned and integrated to provide value for tactical and strategic decision making. Integration is necessary because operational databases often are developed in isolation without regard for the information needs of tactical and strategic decision-making.
 3.
What are the phases of the information life cycle?

Ans: The phases of the information life cycle are acquisition, storage, protection, processing, formatting, dissemination, and usage.

 4.
What does it mean to integrate information life cycles?

Ans: For effective decision making, the life cycles must be integrated to provide timely and consistent information. Each entity has its own information life cycle that should be managed and integrated with the life cycles of other entities.

 5.
What data quality dimension is important for management decision making but not for operational decision making?

Ans: Inter-database consistency is important for management decision making but not for operational decision-making. For example, inconsistency of customer identification across operational databases can impair decision-making at the upper management level.
 6.
How does knowledge management differ from information resource management?

Ans: Information resource management has emphasized technology to support predefined recipes for decision-making rather than the ability to react to a constantly changing business environment. Knowledge management places greater emphasis on human information processing and organization dynamics to balance the technology emphasis.

 7.
What are the three pillars of knowledge management?

Ans: The three pillars of knowledge management are technology, human information processing, and organization dynamics.
 8.
What kind of position is the data administrator?

Ans: The data administrator is a management position that performs planning and policy setting for the information resources of an entire organization.

 9.
What kind of position is the database administrator?

Ans: The database administrator is a support position that specializes in managing individual databases and DBMSs.

10.
Which position (data administrator versus database administrator) takes a broader view of information resources?

Ans: The data administrator views the information resources in a broader context than the database administrator.

11.
What is an enterprise data model?

Ans: An enterprise data model is a conceptual data model of an organization. Because of its scope, an enterprise model is less detailed than the individual databases that it encompasses. The enterprise model concentrates on the major subjects in operational databases rather the full details.

12.
For what reasons is an enterprise data model developed?

Ans: An enterprise data model provides an integrated model of all databases of an organization so that it can be used for data planning and decision support.
13.
What kinds of specialization are possible in large organizations for data administrators and database administrators?

Ans: For data administration, specialization can occur by task and environment. On the task side, data administrators can specialize in planning versus policy establishment. On the environment side, data administrators can specialize in environments such as decision support, transaction processing, and nontraditional data such as images, text, and video. For database administrators, specialization can occur by DBMS, task, and environment. Because of complexities of learning a DBMS, DBAs typically specialize in one or a few products. Task specialization is usually divided between data modeling and performance evaluation. Environment specialization is usually divided between transaction processing and data warehouses.

14.
What is discretionary access control?

Ans: In discretionary access control, users are assigned access rights or privileges to specified parts of a database.

15.
What is mandatory access control?

Ans: In mandatory access control, a user can access a database element if the user’s clearance level provides access to the classification level of the element.

16.
What kind of database requires mandatory access control?

Ans: DBMS that are used in national defense and intelligence gathering must support mandatory access control.

17.
What are the purposes of the GRANT and REVOKE statements in SQL?

Ans: The GRANT statement is used to support discretionary authorization access. To remove an access privilege, the REVOKE statement is used.

18.
Why should authorization rules reference roles instead of individual users?

Ans: Because roles are usually more stable than individual users, authorization rules that reference role require less maintenance than rules referencing individual users.

19.
Why do authorization rules typically use views rather than tables or columns?

Ans: For precise control, privileges are usually specified for views rather than tables or columns.

20.
What are the uses of the GRANT statement in SQL?

Ans: The GRANT statement can be used to assign privileges to users or roles. In addition, the GRANT statement can be used to assign a role to a user.

21.
Why should a DBA cautiously use the WITH ADMIN clause in the CREATE ROLE statement and the WITH GRANT OPTION clause in the GRANT statement?

Ans: In the CREATE ROLE statement, the WITH ADMIN clause allows users having the role to assign the role to other users. In the GRANT statement, the WITH GRANT OPTION clause allows users who have the privilege to assign the privilege to other users. In both situations, the WITH ADMIN clause provides great discretion to the user so the clause should only be used with highly secure roles. 
22.
What is the difference between system privileges and object privileges in Oracle? Provide an example of a system privilege and an object privilege.
Ans: System privileges are independent of the database object whereas object privileges are associated with objects. The CREATE privilege allowing creation of any object is a system privilege. The CREATE TABLE privilege allowing creation of a table is an object privilege.
23.
What other disciplines does computer security involve?

Ans: Security is a broad subject involving many disciplines. There are legal and ethical issues about who can access data and when data can be disclosed. There are network, hardware, operating system, and physical controls that augment the controls provided by DBMSs.  There are also operational problems about passwords, authentication devices, and privacy enforcement.

24.
What is the purpose of the CREATE DOMAIN statement? Compare and contrast an SQL domain with a distinct type.
Ans: The CREATE DOMAIN statement is used to provide a limited ability to define new data types. An SQL domain can extend a predefined domain with constraints. In contrast, a distinct type cannot have constraints. However, SQL enforces type checking with distinct types but does not enforce type checking with domains. Two columns with different distinct types cannot be compared whereas two columns with different domains can be compared as long as the domains extend the same predefined types.
25.
What additional capabilities does SQL:1999 add for user-defined types as compared to domains?

Ans: In SQL:1999, user-defined data types can be defined with new operators and functions, and also can be defined using other user-defined data types. Domains can be defined only to extend a predefined type.
26.
What is the purpose of assertions in SQL?

Ans: SQL assertions are used for constraints involving multiple tables and statistical calculations.

27.
What does it mean to say that an assertion is deferrable?

Ans: An assertion should be delayed until other statements complete. In particular, the assertion should not be checked until end-of-transaction.

28.
What are alternatives to SQL assertions? Why would you use an alternative to an assertion?

Ans: The alternative to assertions is CHECK constraints. When a constraint involves row conditions on columns of the same table, a CHECK constraint should be used. Other alternatives are triggers and application code. Because most DBMSs do not support assertions, triggers are used. Application code may be a better alternative for very complex constraints.
29.
What are the coding issues about which a DBA should be concerned?

Ans: A DBA should consider documentation standards, parameter usage, and content. Documentation standards support usage and maintenance of procedures and triggers. Parameter usage in procedures and functions should be monitored. Functions should use only input parameters. In addition, functions should not have side effects. For trigger content, a DBA should set standards that limit the coding by trigger timing and granularity. To reduce maintenance, triggers and stored procedures should use reference the data types of associated database columns.
30.
How does a stored procedure or trigger depend on other database objects?

Ans: A stored procedure or trigger depends on the objects that it references. A stored procedure or trigger can reference tables, views, procedures, and functions. In addition, a store procedure or trigger depends on access plans created by the SQL compiler. When a referenced object changes, its dependents should be recompiled.
31.
What are the responsibilities for a DBA for managing dependencies? 

Ans: Due to limitations in DBMS management of dependencies, a DBA should understand access plan obsolescence, modification of referenced objects, and deletion of referenced objects. For access plans, a DBA should be aware that manual recompilation may be necessary if optimizer statistics become outdated. For remotely stored procedures and functions, a DBA can choose between timestamp and signature dependency maintenance. A DBA also should be aware that a DBMS will not recompile a procedure or trigger if a referenced object is deleted. The procedure or trigger will be marked as invalid because recompilation is not possible.
32.
What is the difference between timestamp and signature dependency maintenance?

Ans: With timestamp maintenance, a DBMS will recompile a dependent object for any change in referenced objects. Timestamp maintenance may lead to excessive recompilation because many changes to referenced objects should not require recompilation of the dependent objects. Signature maintenance involves recompilation when a signature (parameter name or usage) changes.
33.
List at least three ways that a DBA can control trigger interactions.
Ans: A DBA should understand trigger interactions using analysis tools provided by a DBMS or manually analyze trigger interactions if no tools are provided. A DBA should require extra testing for interacting triggers. A DBA can establish guidelines about BEFORE ROW triggers, UPDATE triggers, actions on referenced rows, and overlapping triggers to control complexity.
34.
What kind of metadata does a data dictionary contain?

Ans: Data that describe other data including the source, use, value, and meaning of the data.

35.
What are catalog tables? What kind of catalog tables are managed by DBMS?

Ans: Catalog tables are tables that comprise the data dictionary. The catalog tables that are managed by DBMS are used to process queries, authorize users, check integrity constraints, and perform other database processing. Every object that can be defined in SQL requires one or more catalog tables.
36.
What is the difference between the Information_Schema and the Definition_Schema in SQL:1999?

Ans: The Definition_Schema contains one or more catalog tables corresponding to each object that can be created in an SQL data definition or data control statement. The base catalog tables in the Definition_Schema are not meant to be accessed in applications. For access to meta data in applications, SQL:1999 provides the Information_Schema that contains views of the base catalog tables of the Definition_Schema.
37.
What is necessary to learn the catalog tables of a specific DBMS?

Ans: The SQL:1999 Definition_Schema and Information_Schema have few implementations because most DBMSs already had proprietary catalogs long before the standard was released. Thus, you will need to learn the catalog tables of each DBMS with which you work.
38.
How does a DBA access catalog tables?

Ans: A DBA can query the catalog tables through proprietary interfaces and SELECT statements. Proprietary interfaces such as the Table Definition window of Microsoft Access and the DBA Studio of Oracle are easier to use than SQL but not portable across DBMSs. SELECT statements provide more control over the information retrieved than do proprietary interfaces.
39.
What is the purpose of an information resource dictionary?

Ans: Both database administrators and data administrators use an information resource dictionary to manage information resources. In addition, other information systems professionals can use an IRD during selected tasks in the information systems life cycle.

40.
What functions does an information resource dictionary system perform?

Ans: An information resource dictionary system manages an information resource dictionary.
41.
What are the purposes of information systems planning?

Ans: The purposes of information systems planning are to evaluate existing systems, identify opportunities to apply information technology for competitive advantage, and plan new systems.

42.
Why is the enterprise data model developed before the process model?

Ans:  Because the enterprise data model is usually more stable than the process model, it is developed first.

43.
Why is the selection and evaluation process important for DBMS?

Ans: The selection and evaluation process is important because of the impacts of a poor choice. The immediate impacts are slow database performance and loss of the purchase price. A poorly performing information system can cause lost sales and higher costs. The longer-term impacts are high switching costs. To switch DBMSs, an organization may need to convert data, recode software, and retrain employees. The switching costs can be much larger than the original purchase price.

44.
What are some difficulties in the selection and evaluation process for a complex product like a DBMS?

Ans: The diffficulties in the selection and evaluation process are the large number of requirements, several levels of requirements, the large number of DBMS features, and the difficulty of assigning consistent weights to features and requirements.

45.
What are the steps in the selection and evaluation process?

Ans: The steps in the selection and evaluation process are analyze requirements, determine importance weights, score candidate systems, and rank candidates.

46.
How is the Analytic Hierarchy Process used in the selection and evaluation process?

Ans: The process can be used to select and evaluate DBMS by allowing a systematic assignment of weights to requirements and scores to features of candidate DBMS.

47.
What responsibilities does the database administrator have in the selection and evaluation process?

Ans: The selection and evaluation process involves a detailed assessment of organization needs and DBMS features. Because of the detailed nature of the process, the database administrator performs most of the tasks. Therefore, a DBA needs a thorough knowledge of DBMS to perform the process.

48.
What responsibilities does the data administrator have in the selection and evaluation process?

Ans: The final phase of the selection process may involve nontechnical consideration perform by data administrators. Assessment of each vendor’s future prospects is important because information systems can have a long life.

49.
What are the responsibilities of database administrators for transaction processing?

Ans: The responsibilities of database administrators for transaction processing are to consult about design to balance integrity and performance, monitor transaction performance and troubleshoot performance problems, determine resource levels for efficiency and reliability, and provide contingency plans for various kinds of database failures.

50.
What are the responsibilities of database administrators for managing data warehouses?

Ans: The responsibilities of database administrators for managing data warehouses are educate and consult about application design and DBMS features for data warehouse processing, monitor data warehouse loading performance, troubleshoot integrity problems, determine architecture to support decision-making needs, and provide expertise about operational database content.

51.
What are the responsibilities of database administrators for managing databases in distributed environments?

Ans: The responsibilities of database administrators for managing databases in distributed environments are educate and consult about impacts of distributed environments for transaction processing and data warehouses, monitor performance and troubleshoot problems with a special emphasis on distributed environments, identify goals for distributed environments, and design distributed databases.
52.
What are the responsibilities of database administrators for managing object databases?

Ans:  The responsibilities of database administrators for managing object databases are educate and consult about using new data types and creating functions for new data types, monitor performance and troubleshoot problems with new data types, identify goals for object DBMS, and design object databases.
53.
What are the responsibilities of data administrators for transaction processing?

Ans: Data administrators may perform planning responsibilities involving infrastructure and disaster recovery.
54.
What are the responsibilities of data administrators for managing data warehouses?

Ans: Data administrators may perform planning responsibilities involving the data warehouse architecture and enterprise data model.

55.
What are the responsibilities of data administrators for managing databases in distributed environments?

Ans: Data administrators usually perform planning responsibilities involving setting goals and determining architectures. 

56.
What are the responsibilities of data administrators for managing object databases?

Ans: Data administrators usually perform planning responsibilities involving setting goals and determining architectures.
57.
What are the characteristics of a good benchmark?

Ans: A benchmark is a workload to evaluate the performance of a system or product. A good benchmark should be relevant, portable, scalable, and understandable.
58.
Why does the Transaction Processing Council publish total system performance measures rather than component measures?

Ans: The TPC performance results involve total system performance, not just DBMS performance so that results are not inflated when a customer uses a DBMS in a specific hardware/software environment.
59.
Why does the Transaction Processing Council publish price/performance results?

Ans: To facilitate price performance tradeoffs, the TPC publishes the performance measure along with price/performance for each benchmark. The price covers all cost dimensions of an entire system environment including workstations, communications equipment, system software, computer system or host, backup storage, and three years maintenance cost.
60.
How does the Transaction Processing Council ensure that benchmark results are relevant and reliable?

Ans: To ensure relevance, the TPC develops benchmarks over an extended time period with input from a diverse group of contributors. To ensure reliability, the TPC audits the benchmark results prior to publication to ensure that vendors have not manipulated the results.
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